Pre-class progress check

By now, you should have

Reviewed slides from weeks 1-4

1.

PAPER + IMPLEMENTATTON

1. Checked out slides for today DHTA# + METIfoDOLOGY

2. Started *thinking* abou



Mapping what we have learnt so far...

tumors

Features Targets/
(input) labels Task type
P (output)
Prediction of brain volume from gestational age Regression
g g (Numeric)
Classn‘/gatlon of hearl.‘ fallu.re using ultrasound or . Classification
magnetic resonance imaging (Categorical)
Patient health profiles using wearable device data o Clustering
Compressing information from 30 features to study Dimensionalit
similarities/differences in benign and malignant breast () y

reduction

ML type

Metric

RMSE,
R-squared

Accuracy,
Precision,
Recall, AUC

Silhouette
score

Explained
Variance
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The confusion matrix

Quantifying performance for classification problems

Matrix” jn £

Overall Accuracy: proportion of total predictions
that were correct.

“Overall, how often is the model right?”

(TP + TN)/(TP + TN + FP + FN)

Sensitivity: proportion of actual positives that were
correctly identified.

NOTE : ﬁ'an/m/a

Classify as Y=1if

PY=1|X=x)>05

Avopgpesas (b  maf 77x
Predicted Label

- ] TP/ (TP + FN) Positive Negative
"Of all the true positive cases, how many did we
catch?"
Specificity: proportion of actual negatives that
were correctly identified. - True False
"Of all the actual negative cases, how many did we TN/(TN + FP) Positive Positive Negative
correctly rule out?"
Actual
label
Youden's J Index: summarizes the diagnostic Sensitivity + Specﬁmty -1 . False True
ability, balancing sensitivity and specificit (Express using Negative Positi N ti




The confusion matrix (contd.)

Quantifying performance for classification problems

i fegreaphic. /
ﬁ Lez- "%7 Classify as ¥ = 1 if Predicted Label
: PY=1|X=x>05
What if we lower the threshold to 0.4? '
L = oL vRe)d IF MO . = :
- Sensitivity would ncrease. poni IV ~F Classify as ¥ = 1 if . .
e . e 0-¢- 05 NLOEREP.ERIRAY Positive ki | Negative
- Specificity would likely decrease. " ¢ ..~ /
Sensitivity: proportion of actual positives that were
corr(?c';tly identified. . TP/ (TP + FN) Positive Trgg Falsg
"Of all the true positive cases, how many did we Positive Negative
catch?" Actual
Specificity: proportion of actual negatives that label
were correctly identified. . False True
"Of all the actual negative cases, how many did we i / (i - FF) Negative Positive Negative
correctly rule out?"




The confusion matrix (contd.)

Quantifying performance for classification problems

Classify as ¥ = 1 if Predicted Label
PY=1][X=x)>05

What if we lower the threshold to 0.4?

- Sensitivity would likely increase. _Classify as ¥ = 1 if B B
e . IOEBAP.EFS PN Positive il | Negative (4
- Specificity would likely decrease.

How do we evaluate a model's performance Positive | "9 i
. Positive Negative
across all possible thresholds? Actual

Receiver Operating Characteristic (ROC) Curve | Iabel

False True

Negative Positive Negative




Sensitivity

/ ENS = TRUE PXITIE mz\\
Sensmwtwsm /mciﬁcity

]
PEC= / Pﬂse pITVE K

1.00 {=

0.75 1

0.50 1

0.251 CENL ~ SPEC
HELE

0.00 4 . . . T - . . . .
0.00 0.25 0.50 0.75 1.00.00 0.25 0.50 0.75 1.00

Specificity (left) or 1 - specificity (right)

== AUC =0.50 AUC=0.67 = AUC=0.75 == AUC =0.83



The confusion matrix (contd.)

Quantifying performance for classification problems

ROC Curve for Logistic Regression
Area Under Curve (AUC): 0.891

ROC curve visualizes the performance of a classifier by plotting the
True Positive Rate (Sensitivity) against False Positive Rate (1 -
Specificity) at every possible threshold.

Y-axis: Sensitivity vs X-axis: 1 - Specificity

A better model has a curve that is closer to the top-left corner
(high sensitivity, low false positive rate).

AUC: Area Under the (ROC) Curve. Measures the entire two-dimensional
area underneath the entire ROC curve. It provides an aggregate measure
of performance across all classification thresholds.

* AUC = 1: A perfect classifier.

* AUC = 0.5: A model with no discrimination ability, equivalent to
random guessing (the diagonal line).

* 0.5 < AUC < 1: The model has some ability to discriminate. The closer
the AUC is to 1, the better the classifier.

True Positive Rate (Sensitivity)
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False Positive Rate (1 — Specificity)

1.00




The confusion matrix (contd.)
Quantifying performance for classification problems

ROC Curve for Logistic Regression
ROC curve visualizes the performance of a classifier by plotting the Area Under Curve (AUC): 0.891

What ebeut mbre than two classes?

So, instead of cancer = Y/N, what if we had
Gleason scores?

Remember those are *actually* categorles_W|th increasing intensity!

area underneath the entlre ROC curve. It provides an aggregate measure
of performance across all classification thresholds.

* AUC = 1: A perfect classifier.

* AUC = 0.5: A model with no discrimination ability, equivalent to
random guessing (the diagonal line).

0.25 4

0.00 1

* 0.5 < AUC < 1: The model has some ability to discriminate. The closer

the AUC is to 1, the better the classifier. 000 0s L 050 07
False Positive Rate (1 — Specificity)

T
1.00




Multiclass averaging rdstick

Davis Vaughan
2026-04-07

Source: vignettes/multiclass.Rmd

Introduction

Classification metrics in yardstick where both the truth and estimate columns are
factors are implemented for the binary and the multiclass case. The multiclass
implementations use micro, macro,and macro_weighted averaging where applicable,
and some metrics have their own specialized multiclass implementations.

vardstick vignette

Scikit-learn tutorial

Multiclass Receiver Operating
Characteristic (ROC)

This example describes the use of the Receiver Operating Characteristic (ROC) metric to evaluate the
quality of multiclass classifiers.

ROC curves typically feature true positive rate (TPR) on the Y axis, and false positive rate (FPR) on the X
axis. This means that the top left corner of the plot is the “ideal” point - a FPR of zero, and a TPR of one.

This is not very realistic, but it does mean that a larger area under the curve (AUC) is usually better. The
“steepness” of ROC curves is also important, since it is ideal to maximize the TPR while minimizing the
FPR.



https://scikit-learn.org/stable/auto_examples/model_selection/plot_roc.html
https://yardstick.tidymodels.org/articles/multiclass.html

ImageNet Classification with Deep Convolutional

Neural Networks

Alex Krizhevsky Ilya Sutskever
University of Toronto University of Toronto

Geoffrey E. Hinton

Abstract

‘We trained a large, deep convolutional neural network to classify the 1.2 million
high-resolution images in the ImageNet LSVRC-2010 contest into the 1000 dif-
ferent classes. On the test data, we achieved top-1 and top-5 error rates of 37.5%
and 17.0% which is considerably better than the previous state-of-the-art. The
neural network, which has 60 million parameters and 650,000 neurons, consists
of five convolutional layers, some of which are followed by max-pooling layers,
and three fully-connected layers with a final 1000-way softmax. To make train-
ing faster, we used non-saturating neurons and a very efficient GPU implemen-
tation of the convolution operation. To reduce overfitting in the fully-connected
layers we employed a recently-developed regularization method called “dropout”
that proved to be very effective. We also entered a variant of this model in the
ILSVRC-2012 competition and achieved a winning top-5 test error rate of 15.3%,
compared to 26.2% achieved by the second-best entry.

University of Toronto
kriz@cs.utoronto.ca ilya@cs.utoronto.ca hinton@cs.utoronto.ca

Imagenet classification with deep convolutional neural networks

A Krizhevsky, | Sutskever... - Advances in neural ..., 2012 - proceedings.neurips.cc

We trained a large, deep convolutional neural network to classify the 1.3 million high-
resolution images in the LSVRC-2010 ImageNet training set into the 1000 different classes.
On the test data, we achieved top-1 and top-5 error rates of 39.7\% and 18.9\% which is
considerably better than the previous state-of-the-art results. The neural network, which has
60 million parameters and 500,000 neurons, consists of five convolutional layers, some of
which are followed Yers, and two globally connected layers with a final ...
Y¢ Save 99 Cite | Cited by 159103 | Related articles All 81 versions 9

ImageNet classification with deep convolutional neural networks

A Krizhevsky, | Sutskever, GE Hinton - Communications of the ACM, 2017 - dl.acm.org

We trained a large, deep convolutional neural network to classify the 1.2 million high-

resolution images in the ImageNet LSVRC-2010 contest into the 1000 different classes. On

the test data, we achieved top-1 and top-5 error rates of 37.5% and 17.0%, respectively,

which is considerably better than the previous state-of-the-art. The neural network, which

has 60 million parameters and 650,000 neurons, consists of five convolutional layers, some

of which are followgd by max-poolingYayers, and three fully connected layers with a final ...

Y% Save 99 Cite | Cited by 45972 Related articles All 12 versions Web of Science: 28579

Showing the best results for this search. See all results
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Generative models for classification

Why not just stick with logistic (multinomial) regression?

+ In logistic (or multinomial) regression approach, we model
P(Y=k|X)fork € Y, ¥ is the set of values that Y can take.

- In the generative model approach, we
- Step 1: Model P(X | Y = k) separately for each value of k € %
- Step 2: Use Bayes theorem to ‘flip’ step 1 into estimates for P(Y | X)

- For substantial separation between the classes, f; ;s are unstable.

- If X is approximately normal for each k € %, then new approach is better for small




Generative models for classification

Recap of Bayes theorem

In the generative model approach, we

- Step 1: Model P(X | Y = k) separately for each value of k € ¥

- Step 2: Use Bayes’ theorem to ‘flip’ step 1 into estimates for P(Y = k | X)

- Bayes’ theorem

By = k|X =y o PE=XIY=0D-PA=h __PA=X|Y=h P¥=0h

PX = x) Yy PA=XIY=K)-P(Y =k

- P(X =X|Y = k) = f,(x) describes density of predictors in class (label) k
- P(Y = k) = m, is the marginal probability of class (label) k



o

P(A)= — , P(BIA) =
P(B)= -~ , P(AIB) =

P(A)-P(BIA) = - </ -0

(@A)~ x =

= P(A)-P(BJ|A), i.e.

U _P(A)-P(BJA)
A P(A|B) =
é ( | ) P(B) By Cmglee - Own work,
P(B |A) — P(Bl):) I(:)A()A B) https://commons.wikimedia.org(/zvf/)/ilr?;:iﬁ):éno?,

curid=143581610




Generative models for classification

Recap of Bayes theorem (contd.)
Step 1: Model P(X | Y = k) separately for each value of k € %

Step 2: Use Bayes’ theorem to ‘flip’ step 1 into estimates for P(Y = k | X)

Step 3: Predict label lAc(x) = argmax, P(Y =k | X =x)

70% (blue) — 30% (red) 50% (blue) — 50% (red) 30% (blue) — 70% (red)
0.20
0.2 0.15 021
0.101
0.1 P(rEd(%) 0.1
>p(ewEIxA.o ]
0.0{ — Lr — 0.001 0.0
50 -25 ‘007 2 50 75 -50 25 00 25 50 75 50 25 00 25 50 75

4Enjz)
,P [ BLUE/ z) 7 P( %) Classify to the highest density!!



Linear discriminant analysis

Starting step: p = 1 and using Gaussian distributions for f,(x)

« Starting step: fi.(x) = o p((x — U;)/ 0) (can be other distributions as well)
e X | Y = k ~ normal; different means (known), same variance (known).

sonis Mbl) = T e (L) (7 e

« Decision rule: Assign to class k; if py (x) > py(x) for all k # k;
s D, (X) > pplx) = G (x) > ()

. Discriminant function 5,(x) =

e k=2 o2l RED + BLYE
(x5 7 bpe™
() > Touug T

Peep
= ey e




(
Linear discriminant analysis

Starting step: p = 1 and using Gaussian distributions for f,(x)

« Starting step: fi.(x) = o p((x — U;)/ 0) (can be other distributions as well)
e X | Y = k ~ normal; different means (known), same variance (known).

« S0, pp(x) & mexp( — (x — p,)*/26%)

« Decision rule: Assign to class k; if p_
5k0(x) > O, (x

2
. Discriminant function 5,(x) = x& _ A + log(m,)

> e mere “(rERIons) alpepra gl Yo
Jrse..

Di(x) for all k # k




Linear discriminant analysis

Starting step: p = 1 and using Gaussian distributions for f,(x)

« Starting step: fi.(x) = o p((x — U;)/ 0) (can be other distributions as well)
e X | Y = k ~ normal; different means (known), same variance (known).

. 4%? )
So, p(x) & m exp( — (x — u)*/267) a;( ()= (&

« Decision rule: A |nW¢ ko — &ﬁ [ﬂ;()
@3 &)
ﬂk

. Pko(x) 5k0

. Discriminant function 5,(x) = x— — 2— + log(m,)

For real dath in eStlm/at?y pooLED VHAIRV L .
1

o, =mln " X; Z % k
k zy,—k k=1




Linear discriminant analysis

Next: General p and using Gaussian distributions for f,(x)

1 L e T e
fk(x) = = )p/2|2|1/2 e~ T =) X (x—py)
T

X | Y = k ~ multivariate normal. Different means and same variance.
But for a set of covariates, not just one

O (x) =

For real data, we use plug-in estimates (again)



Linear discriminant analysis

Next: General p and using Gaussian distributions for f,(x)

{ LQS) ~N (ﬂuz)

1 1 Ts—1
— —> =) X7 (x—py)
filx) = RYRRIESG e 2 K

X | Y = k ~ multivariate normal. Different means and same/variance.
But for a set of covariates, not just on ' ‘
@ﬁ
1 ) VL/Q.dD/
5,(x) =\ xT=x" by, — —u 2\ +logn q4”
k [ M 2ﬂk H g 7y N W&
) condtanfs)

For real data, we use plug-in estimates (again



Linear discriminant analysis
lllustration: General p and using Gaussian distributions for f,(x)

Linear Discriminant Analysis

Decision boundaries from an LDA model trained on sample data

Theoretical Bayes Classifier
Bayes decision boundaries (dashed) and 95% prob. ellipses
Three distinct classes (green, orange, blue),
each with a bivariate Gaussian distribution.
Each class has its own mean (center) but 5
share a common covariance matrix

Left panel: theoretical "best case" classifier,
known as the Bayes decision boundary
(dashed lines). This ideal boundary is
calculated using the true, known mean and
covariance of each class.

Xz

-54 -5

Right panel: the true parameters are unknown.
LDA model is trained on data. The resulting

linear lines are the decision boundaries -5 -5 0 5
X

estimated by the LDA model. X4

True Class ¢ Class1 « Class2 = Class 3



Quadratic discriminant analysis

General p, using Gaussian distributions for f,(x)

1
QP2 | X, |

e — 5 (=) " e —py)

Jix) =
X | Y = k ~ multivariate normal. Different means and different variances.

O (x) =

For real data, we use plug-in estimates (again)



Quadratic discriminant analysis

General p, using Gaussian distributions for f,(x)

1

e —%(x ) 2 (x—py)
QP2 | X, |

Jix) =

X | Y = k ~ multivariate normal. Different means and different variances.

1 1
O (x) = _E(x — ) o — ) — Elog | 2| + log =,

For real data, we use plug-in estimates (again)



Quadratic discriminant analysis

lllustration: General p, using Gaussian distributions for f,(x)

Three distinct classes (green, orange, blue),

each with a bivariate Gaussian distribution.

Each class has its own unique mean (center)
and covariance matrix

Left panel: theoretical "best case" classifier,
known as the Bayes decision boundary
(dashed lines). This ideal boundary is
calculated using the true, known mean and
covariance of each class.

Right panel: the true parameters are unknown.

QDA model is trained on data. The resulting
parabolic curves are the decision boundaries
estimated by the QDA model.

-5

Quadratic Discriminant Analysis

Decision boundaries from a QDA model trained on sample data

Theoretical Bayes Classifier (QDA)

Bayes decision boundaries are now quadratic

-5 0 5
X

-5 0 5

True Class ¢ Class1 « Class2 = Class 3



Naive Bayes - one more generative model

A different distributional assumption

Same three steps as LDA and QDA — only f,(x) changes:
1. Model fi(x) = P(x | Y = k) in each class k.

2. Flip it with Bayes' theorem to get P(Y = k | x).

3. Predict lAc(x) = arg m/?X 7, fi(x).

p
Assume the p predictors are independent within each class: f,(x) = H fkj(xj) .
j=1




Where it sits: LDA — QDA — naive Bayes

All three fit into the same generative framework, differing only in the covariance assumption

Method Covariance Boundary Params/class
LDA Shared linear ??
QDA Class-specific quadratic 27
Naive Bayes Independence (assumed) axis-aligned ??

p
Assume the p predictors are independent within each class: f,(x) = H fkj(xj) .
j=1




k-Nearest Neighbors

A non-parametric classification (and regression) tool

Non-parametric: It makes no assumptions

. For anew obser\{atlon. (X0 y), it finds the K-most similar about the functional form of the boundary, Can
training observations (i.e., neighbors) and makes a find highly non-linear boundaries.
prediction based on them.

* How it works: Instance-based: No model is explicitly trained;
it simply uses the entire training dataset at
prediction time.

» Step 1: fix K.

» Step 2: find neighbor set @ dentify the K training
data points that are closestte’the new, unseen

, 1 :
observation x, PI=jlX=x)=2 2 10:i=J)

> (e

+1{Step 3: majority @Assign the new observation to
the class that is most common among its K neighbors. Y= argmax;_,, P(Y =j | X = x;)
o fei "V which dage (g el
argrianc peputaf/likely o
nwh/bmlqu’ (/Vo ’



KNN: K=1

k-Nearest Neighbors (contd.)

Choosing K and the Bias-Variance Trade-Off

* Low K (e.g., K=1):

* High Flexibility: The decision boundary is very jagged and follows the training
data closely.

* Low Bias, High Variance: The model is prone to overfitting by capturing noise
in the data.

« High K (e.g., K=100):

* Low Flexibility: The decision boundary becomes much smoother and
resembles a linear boundary.

* High Bias, Low Variance: The model might be too simple and underfit the data.

¢ How to Choose the Optimal K: cross-validation!!




Post-class debrief

Today we discussed...

This lecture covered several supervised learning techniques for classification, methods for evaluating their

performance, and the trade-offs involved.

e Confusion Matrix is used to quantify a classifier's performance using metrics like Sensitivity, Specificity, and
Overall Accuracy

o Receiver Operating Characteristic (ROC) curve visualizes the trade-off between the True Positive Rate
(Sensitivity) and the False Positive Rate (1 - Specificity) across all possible thresholds

e Area Under the Curve (AUC) provides a single aggregate score for model performance, where an AUC of 1 is a
perfect classifier and 0.5 is equivalent to random guessing

e Generative Models: estimate the probability distribution of the predictors for each class and use Bayes' theorem.
e Linear Discriminant Analysis (LDA): Assumes predictors follow a Gaussian distribution with a different mean
for each class but a common covariance matrix. This results in linear decision boundaries
e Quadratic Discriminant Analysis (QDA): More flexible than LDA, it assumes predictors follow a Gaussian
distribution where each class has its own unique mean and covariance matrix. This results in quadratic
(curved) decision boundaries

o k-Nearest Neighbors (k-NN): This is a non-parametric, instance-based algorithm that classifies a new data point
based on a "majority vote" of its K closest neighbors in the training data
® Choosing K: The choice of K involves a bias-variance trade-off. Cross-validation is used to find the optimal K









